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1.  Introduction

The ESG Federation architecture uses the THREDDS XML schema
 to describe data, metadata and data services available through the system. THREDDS XML is a flexible standard and ESGF uses it in a particular way that is compatible with general THREDDS software but represents a subset of THREDDS functionality. This document describes how ESGF uses THREDDS and how THREDDS concepts are mapped to ESGF concepts. The intention is to document current behaviour of ESGF components, to identify where ESGF constrains THREDDS semantics and provide a framework for future evolution of ESGF. 

2.  THREDDS Concepts

2.1.  THREDDS Catalog

A THREDDS catalog is an XML document, accessible over HTTP, which describes datasets, metadata about data and data services. 

THREDDS catalogs contain hyperlinks to other catalogs using the xlink standard, Therefore catalogs form networks of connected datasets, usually arranged in a hierarchy. 

2.2.  THREDDS Configuration Catalog

A configuration catalog is an XML file on a THREDDS Data Server that describes a THREDDS Catalog on that server. Configuration catalogs usually look similar to the catalog they describe. They are not directly discussed in this document. 

2.3.  THREDDS Dataset

A dataset is an XML element within a THREDDS catalog that contains metadata, other datasets and references to data service. THREDDS datasets can be nested to produce a hierarchy of datasets within a THREDDS catalog. 

Datasets that represent downloadable data have a urlPath attribute which is used in conjuction with service descriptions to identify the services available for that dataset. 

2.4.  THREDDS Service

A THREDDS services is a method of interacting with data described in a catalog. For instance different methods of download, subsetting and visualisation. Each service has a name, service type and URL prefix. 

Services are defined at the catalog level and are referenced within dataset elements. When a service is referenced, the URL prefix is combined with a dataset reference to identify the service instance for that dataset. 

2.5.  THREDDS variable

THREDDS XML declares the variables a datasets covers inside a variables element. Variables support controlled vocabularies, such as CF standard-names, units and descriptions. 

2.6.  THREDDS property

THREDDS catalogs, datasets and services can have key/value pairs associated with them using property elements. Property elements provide a light-weight, unscoped mechanism for adding metadata to THREDDS elements. 

2.7.  THREDDS spatio-temporal metadata

2.7.1.  TODO define how spatio-temporal metadata is used by ESGF

3.  ESGF Concepts

3.1.  ESGF dataset

A ESGF dataset is the basic unit of data managed by the ESGF system. Each dataset contains one or more files and may contain aggregations. A dataset may exist as one or more dataset versions. Datasets can also be available at multiple locations by defining replica datasets. Services may be defined for the dataset such as visualisation. 

3.2.  Files

A ESGF dataset contains one or more files that can be downloaded or otherwise interacted with through services. Files are identified by a filename, checksum and other metadata. 

3.3.  Aggregations

An aggregations represent a view of part of a ESGF dataset that does not correspond to a single file. Commonly they represent variables that span multiple files. 

3.4.  ESGF facet

A facet is an key/value pair of metadata attached to a ESGF dataset used for searching. We refer to the key as the facet name and the value as the facet value. 

3.5.  ESGF service

ESGF supports specific data services for download, subsetting and visualisation including at this time: 

· HTTP file download 

· GridFTP file download 

· OPeNDAP aggregation interaction 

· LAS dataset visualisation 

4.  The use of THREDDS by ESGF

4.1.  Scopes

Each item in ESGF THREDDS XML, elements, attributes and properties, exist to meet a requirement in one or more scopes. 

· Generic THREDDS: Intended to provide compatibility with general THREDDS software or to comply with the THREDDS specification. 

· ESGF Internal: Used by ESGF components for internal purposes and not intended to be interpreted by external clients. These items may have undocumented semantics and change without warning in new versions of the ESGF software. 

· ESGF External: Has explicit meaning for ESGF clients. These items have defined syntax and semantics and will remain constant for a given catalog version. ESGF External scope implies that it is also compatible with Generic THREDDS scope. 

· Project specific: Has specific meaning within a particular project or DRS activity
. 

4.2.  Mapping THREDDS concepts to ESGF concepts

Several concepts in ESGF map onto a THREDDS dataset, therefore it is important to understand the destinction between an ESGF dataset, that has a specific meaning within ESGF, and a THREDDS dataset that is a general container. 

	ESGF concept
	THREDDS concept
	Comment

	ESGF dataset
	THREDDS dataset
	where it is a direct child of a THREDDS catalog

	File dataset
	THREDDS dataset
	where it is any child of a ESGF dataset defining a fileid property

	Aggregation dataset
	THREDDS dataset
	where it is any child of a ESGF dataset defining an aggregationid property

	ESGF facet
	THREDDS property or variable
	where it is a direct child of a ESGF dataset. ESGF software interprets certain properties as facets

	ESGF service
	THREDDS service
	Certain THREDDS service types are recognised by ESGF software.


THREDDS services may be described via compound or non-compound service elements and service access URLs can be described using access elements or serviceName/urlPath attributes on a dataset element. These different XML syntaxes are semantically equivilent. 

4.3.  ESGF Publication dataset discovery

ESGF supports 2 methods of inserting ESGF datasets into the system: publication and crawling. Crawling can also be used by external clients to discover datasets without using ESGF UI, search or Gateway interfaces. In both cases a prerequisite is that THREDDS catalogs have been produced describing the datasets as defined in this document. 

1. Crawl THREDDS catalogs. A client may crawl THREDDS catalogs starting from one or more top-level catalogs and recursively following catalogRef xlinks. Any dataset element that is a direct child of a catalog is treated as a ESGF dataset. 

2. ESGF data nodes may publish datasets by notifying an ESGF index or Gateway of the existence of a catalog containing a publication dataset. This notification process involves a web-service call from the publishing node to the Gateway or index node. The index or Gateway will then retrieve the catalog and make the ESGF dataset visible through it's interface. 

4.4.  Catalog element (Scope: ESGF Ext)

Catalog elements are the top-level XML elements of each THREDDS catalog. Here we define the semantics of catalog elements that contain publication datasets. Catalogs that contain only catalogRef elements can also be traversed by ESGF crawlers to catalogs in this form. 

4.4.1.  Child elements

	Element
	Scope
	Required
	Used by
	Notes

	service
	ESGF Ext
	Yes
	Gateway, P2P, LAS
	Services referenced by datasets within the catalog are defined here

	catalogRef
	ESGF Ext
	No
	P2P crawler
	The catalogRef xlink is traversed to discover publication datasets in other catalogs

	dataset
	ESGF Ext
	Yes
	Gateway, P2P, LAS
	Defines a publication dataset


4.4.2.  Properties

	Property
	Scope
	Required
	Used by
	Notes

	catalog_version
	ESGF Ext
	Yes
	created by ESG publisher with value "2". Currently ignored by ESGF componentes
	Expected to define the version of the ESGF THREDDS profile in use.


4.5.  Service, access and serviceType elements

THREDDS service elements allow the definition of single and compound services where compound services are a group of service types under a single service name (see THREDDS primer for details). ESGF supports compound services and uses them to define download services using various methods (HTTP, GridFTP). 

4.5.1.  Service Types

	Service Type
	Scope
	Used by
	Notes

	HTTPServer
	ESGF Ext
	Gateway, P2P
	Basic download over HTTP

	OPENDAP
	ESGF Ext
	Gateway, LAS
	Aggregations declare an OPeNDAP endpoint

	GRIDFTP
	ESGF Ext
	Gateway, P2P
	High-performance download. Where available HTTPServer services are accompanied by a GridFTP service

	SRM
	ESGF Ext
	?
	Supported by ESG Publisher. TODO: should this be part of the Profile


4.5.2.  Service element Properties

	Property
	Scope
	Required
	Used by
	Notes

	requires_authorization
	?
	?
	?
	

	application
	?
	?
	?
	


· TODO what serviceType properties used for? 

4.5.3.  Access element

	Attribute
	Scope
	Required
	Used by
	Notes

	urlPath
	ESGF Ext
	Yes
	ESGF web-fe, Gateway
	Combined with the service base to generate a URL by which the service for that dataset can be accessed


4.6.  Dataset element: ESGF dataset (Scope: ESGF Ext)

4.6.1.  Attributes

	Attribute
	Scope
	Required
	Used by
	Notes

	name
	ESGF Ext
	Yes
	ESGF web-fe, Gateway
	Displayed to users in user interfaces

	ID
	ESGF Int
	Yes
	
	Required to be unique per node by TDS


4.6.2.  Child elements

	element
	Scope
	Required
	Used by
	Notes

	variables
	ESGF Ext
	Yes
	ESGF search
	Variables are converted to values of the facets "variable", "cfstandardname" and "variable long name"

	dataset
	ESGF Ext
	Yes
	
	Describe files and aggregations

	metadata
	THREDDS
	?
	?
	Maybe used by geospatial/temporal search

	access
	ESGF Ext
	No
	LAS
	Indicates LAS visualisation services are present


4.6.3.  Properties

	Properties
	Scope
	Required
	Used by
	Notes

	dataset_id
	ESGF Ext
	Yes
	ESGF search, Gateway
	

	dataset_version
	ESGF Ext
	Yes
	ESGF search, Gateway
	

	drs_id
	Project
	?
	?
	Deprecate?

	project
	ESGF Ext
	Yes
	ESGF searcn, Gateway, Publisher
	The key which defines which Project-scoped properties are valid

	product
	Project
	
	
	

	institute
	Project
	
	
	

	experiment
	Project
	
	
	

	model
	Project
	
	
	

	time_frequency
	Project
	
	
	

	realm
	Project
	
	
	

	cmor_table
	Project
	
	
	

	ensemble
	Project
	
	
	

	forcing
	Project
	
	
	

	title
	?
	?
	?
	This seems to contain info on the simulation. Maybe it comes from CMOR

	creation_time
	?
	?
	?
	

	format
	?
	?
	?
	


· TODO Be explicit about the difference between dataset@ID and the datasetid property. This also affects file datasets and aggregations: fileid vs. dataset@ID, etc. 

4.7.  Variable element

Variable elements are declared within a "variables" container element at both the publication dataset and nested dataset level. 

4.7.1.  TODO How are variable elements really used?

4.7.2.  Attributes

	Attribute
	Scope
	Required
	Used by
	Notes

	vocabulary
	THREDDS
	Yes
	TODO: probably ignored
	Defined on the variables container element. Currently set to "CF-1.0"

	name
	ESGF Ext
	Yes
	Gateway, P2P
	The NetCDF variable name

	vocabulary_name
	ESGF Ext
	Yes
	Gateway
	

	units
	
	
	
	


4.8.  File dataset element

4.8.1.  Attributes

	Attribute
	Scope
	Required
	Used by
	Notes

	name
	ESGF Ext
	Yes
	ESGF web-fe, Gateway
	Displayed to users in user interfaces

	ID
	ESGF Int
	Yes
	
	Required to be unique per node by TDS


4.8.2.  Child elements

	Element
	Scope
	Required
	Used by
	Notes

	serviceName
	ESGF Ext
	Yes
	LAS, ESGF web-fe, Gateway
	Should be optionally replacable with an access element

	dataSize
	THREDDS
	?
	?
	

	access
	THREDDS
	No
	Nothing?
	Should be optional replacement for serviceName

	variables
	ESGF Ext
	Yes
	ESGF search, Gateway?
	Not sure when this is used and when publication dataset variables are used


4.8.3.  Properties

	Property
	Scope
	Required
	Used by
	Notes

	file_id
	ESGF Ext
	Yes
	Publisher, ESGF Search, Gateway
	How does this differ from dataset@ID?

	size
	
	
	
	

	tracking_id
	
	
	
	

	mod_time
	
	
	
	

	checksum
	
	
	
	

	checksum_type
	
	
	
	


4.8.4.  TODO do ESGF tools assume serviceName rather than an access element?

4.9.  Aggregation dataset element

4.9.1.  TODO Define use of aggregation datasets

5.  Access control

5.1.  TODO Work out how to communicate access control restrictions of datasets.

Maybe out-of-band from THREDDS, e.g. RSS feed or separate policy XML format served from datanodes. 

6.  Independent ESGF dataset representation   experimental

The relationship between the ESGF data model and THREDDS could be clarified by defining an independent format for encoding the ESGF information. This format could then evolve independently of the constraints of THREDDS XML to include new features such as 

· Separating local access information from location-independent dataset information 

· Generating dataset hashes for version tracking 

· … 

Using JSON for prototyping. We want a format that is 

{

   "header": {

       "id": "<some-identifier>",

       /* body-digest is generated by canonicalising the "body" object. 

          Proposed canonicalisations exist: http://wiki.laptop.org/go/Canonical_JSON

       */

       "body_digest": "<sha1-hash>",

       "properties": {

           // Do we have any mutable facets here?

           "title": "<title>",

       },

       // Definition of access services local to the current node can go here.

       "services": {

           // TODO

       }

   },

   "body": {

       "dataset_id": "<dataset_id>",

       "version": "<version>",

       "facets": {

           "activity": "<activity/project>",

           "product": "<product>",

           "institute": "<institute>",

           "model": "<model>",

           // ... more DRS facets here

       },

       "created": "<utc-timestamp>",

       "files": {

           // Future checksum_types could contain more structure.  E.g. separate hashes

           // for data and metadata or a merkle tree.

           "<filename>": {"checksum": "<checksum>", "checksum_type": "<type>"},

           "<filename>": {"checksum": "<checksum>", "checksum_type": "<type>"},

           "<filename>": {"checksum": "<checksum>", "checksum_type": "<type>"},

           // ...

       },

   }

};

�� HYPERLINK "http://www.unidata.ucar.edu/projects/THREDDS/tech/catalog/Primer.html"��	http://www.unidata.ucar.edu/projects/THREDDS/tech/catalog/Primer.html� 


�	Do we need a separate DRS scope? 





